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Abstract— Perception modules are integral in many modern
autonomous systems, but their accuracy can be subject to
the vagaries of the environment. In this paper, we propose
a learning-based approach that can automatically characterize
the error of a perception module from data and use this for safe
control. The proposed approach constructs an inverse perception
contract (IPC) which generates a set that contains the ground-
truth value that is being estimated by the perception module,
with high probability. We apply the proposed approach to study
a vision pipeline deployed on a quadcopter. With the proposed
approach, we successfully constructed an IPC for the vision
pipeline. We then designed a control algorithm that utilizes the
learned IPC, with the goal of landing the quadcopter safely on
a landing pad. Experiments show that with the learned IPC,
the control algorithm safely landed the quadcopter despite the
error from the perception module, while the baseline algorithm
without using the learned IPC failed to do so.

I. INTRODUCTION

Perception plays a crucial role in making modern au-
tonomous systems react and adapt in unstructured envi-
ronments. In the past decade, we have seen perception
algorithms invented to perform a variety of tasks such as de-
tection and classification of obstacles [1], pose estimation [2],
and localization [3].

However, any interpretation of signals from the real world
has to deal with noise, which is sometimes poorly under-
stood and characterized. As the output of the perception
module drives downstream decisions or control modules
in an autonomous system, the errors in perception may
result in unwanted and even catastrophic actions. Therefore,
the problem of designing reliable perception-based control
algorithms for safety-critical systems has become an active
research topic, and attempts have been made in recent works,
for example [4], [5].

One way to design reliable perception-based controllers
is to first characterize the perception error and then design
controllers that are robust to the perception error. In a
series of recent works [6], [7], the notion of perception
contracts (PC) has been proposed to address this problem.
A PC characterizes the error of perception modules in a way
that can be useful for proving system-level invariants. The
authors have shown that such perception contracts can be
automatically constructed from data and they used PCs to
verify several vision-based lane-keeping systems [6], [7]. In
this paper, we aim to solve the controller synthesis problem
instead. Inspired by the idea of PCs, we proposed inverse
perception contracts (IPCs) that map a perceived value to
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a perception error, which characterizes the uncertainty of
the perception result1. Such an IPC can then be used by
the downstream controller and decision-making modules to
compensate for the uncertainty of the perception, which
contributes to enhancing the safety and robustness of the
autonomous system.

In this paper, we consider perception modules that aim
to estimate the value of a specific quantity, for example,
the position of an obstacle. Let y be the ground-truth value
of this quantity. Most perception algorithms only provide a
single-point estimate ŷ, which can be seen as a noisy version
of y. However, in order to design robust controllers, the
uncertainty of the estimate ŷ is also needed. To this end,
we construct an IPC for the perception module, which is
simply a mapping from the perceived value ŷ to a set that
contains the ground-truth value y with a high probability.
This containment should hold even under environmental
variations. We model the IPC using a neural network and
carefully design loss functions that balance the error and
conservativeness of the IPC. The only requirement for ap-
plying the proposed approach is a data set that consists of
pairs of estimate ŷ and ground truth y. Once trained on the
data set, the IPC can be executed online and quickly compute
the uncertainty of any estimate ŷ. The computed uncertainty
can then be used by downstream modules to compute safe
control signals.

We evaluated the proposed approach on a quadcopter
equipped with a camera. The perception module of interest
is a program that aims to estimate the pose of a landing pad
from camera images. By applying the proposed approach, we
successfully constructed an accurate IPC for the perception
module. Experimental results show that the error of the
learned IPC was below 0:2% on the testing set. In order
to study the conservativeness of the learned IPC, we tuned
some parameters of the perception module to change the
characteristics of the perception error. We measured and
reported the error of the IPC under these unseen perception
parameters. Results show that the output of the learned IPC
is tight and adheres to the perception parameter under which
it was trained. Then, in order to show the IPC’s capability
of being used by downstream modules, we design a robust
control algorithm that utilizes the learned IPC and aims to
safely land the quadcopter on the landing pad. Experiments
show that with the learned IPC, the quadcopter can safely
complete the landing task despite the significant perception
error.

1In the earlier works, the PC instead maps the ground truth values to
perception error.
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In summary, our contribution is threefold.
� We proposed an approach that can automatically learn

an inverse perception contract from data;
� We demonstrated that the learned inverse perception

contract can be used by downstream modules to com-
pensate for the error of the upstream perception module;

� We evaluated the proposed approach in a real-world
application.

II. RELATED WORK

a) Perception-based control: As new types of sensors
emerge, the problem of integrating these sensors and the cor-
responding perception modules into the control pipeline has
attracted interest. In recent works [8], [9], [10], perception-
based controllers have been studied to enable aggressive
control for quadcopters. Further, data-driven approaches have
been developed by the machine learning community. For
example, imitation learning [11] and reinforcement learn-
ing [12] have been used to learn vision-based control
policies. However, those approaches cannot provide any
guarantees for the synthesized controller, which limits their
application in safety-critical applications.

As autonomous system enters more and more safety-
critical domains, designing perception-based control with
formal safety guarantees has become a key problem in
robotics research. In a series of recent works by Dean et al.,
the authors studied the robustness guarantees of perception-
based control algorithms under simple perception noises:
In [13], the authors proposed a perception-based controller
synthesis approach for linear systems and provided a theoret-
ical analysis. In [4], the authors proposed robust barrier func-
tions that provide an approach for synthesizing safety-critical
controllers under uncertainty of the state. More complex per-
ception modules have also been studied. In [5], the authors
studied the perception-based control synthesis problem for
a vehicle with a Lidar. The authors use neural networks
to learn a control Lyapunov function (CLF) and a control
barrier function (CBF) in the observation space, which enable
safe navigation in an environment with unknown obstacles.
In [14], a perception module is learned with neural networks
from data. Instead of a single state, the perception module
outputs a set of states. Then, the authors apply contraction
theory and robust motion planning algorithms to synthesize
control that is robust to the perception error. Our approach
is similar to the one proposed in [14] in the sense that
they both introduce a high-confidence set for the perception
results. In contrast, our approach can be applied to construct
such high-confidence sets for an existing perception module,
while in [14], the authors have to construct these sets while
designing the perception module.

b) Analysis of systems with black-box modules: The
proposed approach is also related to works concerning the
analysis of systems with black-box modules. As the com-
plexity of autonomous systems increases, it becomes im-
possible to analyze them exactly. Many modules in modern
autonomous systems are black boxes, for example, modules
based on neural networks. Data-driven approaches have been
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Fig. 1: An autonomous system that entails a perception
module and the proposed inverse perception contract.

applied to analyze those systems instead. The approach
of constructing an inverse perception contract from data
is mainly adapted from the reachability analysis approach
proposed in [15], where machine learning is used to analyze
the reachability of black-box systems. VerifAI [16] provides
a complete framework for analyzing autonomous systems
with ML modules in the loop. The notion of perception
contracts was originally proposed in [6], where the authors
study safe abstractions of ML-based perception modules.
[6] is focused on verifying properties of an existing system
and thus concerned with predicting the estimate ŷ given the
ground truth y. In contrast, this paper is focused on the
synthesis problem and thus aims to predict the ground truth y
given the estimate ŷ. Thus, we adopted the idea of perception
contracts but used its inverse instead.

III. LEARNING INVERSE PERCEPTION CONTRACTS

In this paper, we consider general control systems that
entail perception modules as shown in Figure 1. The state of
the system is denoted by x 2 X , where X is the state space
of the system. For example, if the system is a quadcopter, the
state vector x may include the position, velocity, and attitude
of the quadcopter.

For a control system that interacts with the real world,
access to only the state x of the system itself is not enough.
It is very common that the value of an external quantity
y 2 Y � Rn is also needed in order to complete a task.
For example, for a quadcopter that is asked to land, y can
be the position of the landing pad. However, access to the
ground-truth value of y is often unavailable. To this end, a
perception module is used to estimate the value of y.

As shown in Figure 1, we assume that a perception module
is given a priori. The perception module aims at estimating
the value of y. We denote the output of the perception module
by ŷ and call it the perceived value. Due to the complexity
and uncertainty of the real world, the perceived value does
not always coincide with the ground-truth value, and there
is a non-zero perception error e = ŷ � y.
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A. Inverse perception contracts

In order to design a robust controller that utilizes the
perception results, one has to analyze the perception module
and characterize the perception error. That is, given the state
x and the perceived value ŷ, one has to be able to know some
characteristics of the perception error e, for example, the
maximum of kek. However, it is a challenging task. Although
there is a relationship between the state x, the ground-truth
value y, and the perceived value ŷ, it is usually not possible
to find a closed-form expression of this relationship. Inspired
by [6], we propose to use inverse perception contracts as
a unified way of characterizing perception errors. Inverse
perception contracts then serve as an interface between the
perception module and the controller synthesis algorithm.
Perception modules and controller synthesis algorithms that
follow the same interface can be freely paired.

In general, the relationship between the state x, the
ground-truth value y, and the perceived value ŷ is not
deterministic. Thus, we assume that x, y and ŷ conform to
a joint distribution D, i.e., x; y; ŷ � D. We aim at finding a
way to recover y from x and ŷ. To this end, we define an
inverse perception contract as a mapping A : X �Y ! 2Y ,
x; ŷ 7! A(x; ŷ), where 2Y is the power set of Y . Ideally,
given the state x and the perceived value ŷ, the output of
the inverse perception contract A(x; ŷ) should contain the
ground-truth value y, i.e., y 2 A(x; ŷ). However, such a
requirement for the inverse perception contract is too strong,
given the fact that the relationship between x, y, and ŷ is
stochastic. Instead, we allow approximately correct inverse
perception contracts, and the error of an inverse perception
contract A is defined as follows.

Definition 1 (Error of an inverse perception contract). The
error of an inverse perception contract A : X � Y ! 2Y is

Pr
x;y;ŷ�D

(y =2 A(x; ŷ)) : (1)

In this paper, we study the problem of constructing an
inverse perception contract of a given perception module.
Next, we will propose an approach to this problem, where we
model the inverse perception contract using a neural network.

B. Learning inverse perception contracts from data

In this section, we propose an algorithm for learning an
inverse perception contract from data. The inverse perception
contract is modeled with a neural network. By definition,
the output of an inverse perception contract is a set. In
order to use a neural network to model an inverse perception
contract, we need to assume that the output of the inverse
perception contract is from a finite-dimensional domain, i.e.,
the elements of this domain can be represented with finite-
dimensional vectors. In this paper, we adopt ellipsoids as the
domain. That is, the output of the inverse perception contract
is always an ellipsoid.

In theory, any finite-dimensional domain such as hyper-
rectangles or zonotopes could be used as the output of the
inverse perception contract. We adopt ellipsoids due to their
smoothness and simple representations. An ellipsoid in Rn

is defined by a center c 2 Rn and a non-singular matrix
C 2 Rn�n and is denoted by E (c; C) := fx 2 Rn :
kC(x � c)k2 � 1g. Thus, in order to model an inverse
perception contract whose output is an ellipsoid, we only
need two parametric functions c� : X � Y ! Rn and
C� : X�Y ! Rn�n with parameters � 2 W . Given a state x
and a perceived value ŷ, c� and C� defines an ellipsoid with
center c�(x; ŷ) and shape C�(x; ŷ). Therefore, the parametric
inverse perception contract is as follows

A�(x; ŷ) := E (c�(x; ŷ); C�(x; ŷ)) : (2)

As will be shown in Section IV-B, c� and C� are actually
modeled as two heads of the same neural network.

For the sake of simplicity, we denote X = (x; y; ŷ) and
define a helper function

g�(X) := kC�(x; ŷ) (y � c�(x; ŷ))k2 : (3)

Clearly, g�(X) � 1 if and only if y 2 A�(x; ŷ).
We aim at designing a learning algorithm to find a �

that minimizes the error of the parametric inverse perception
contract A�. In other words, we want to minimize the
following loss function.

L(�) := E
X�D

[IR�0 (g�(X)� 1)] ; (4)

where IR�0 (�) is the indicator function, i.e., IR�0 (x) = 1 if
x > 0, and IR�0 (x) = 0 otherwise.

In practice, the closed-form expression of the underlying
distribution D is not available, and one can only sample
from D. Thus, the above loss function cannot be minimized
directly since the expectation over D cannot be computed
exactly. Therefore, we resort to empirical risk minimization
as follows. First, a training set S = fXigNi=1 is constructed,
where the samples Xi = (x(i); y(i); ŷ(i)) are independently
drawn from the data distribution D. Then, the empirical loss
on S is defined as follows.

LERM (�) =
1

N

NX

i=1

‘ (g�(Xi)� 1) ; (5)

where ‘(x) := maxf0; x� + 1g is the hinge loss function
with the hyper-parameter � > 0, which can be seen as a soft
proxy for the indicator function.

In addition to minimizing the error of the inverse percep-
tion contract, we also have to penalize its conservativeness.
Otherwise, we might get trivial inverse perception contracts
with extremely low error. For example, the error of the
inverse perception contract A(x; ŷ) � Y is 0, but such
an inverse perception contract is useless in the design of
robust controllers. Thus, the volume of the ellipsoid must be
penalized. Inspired by [17], we use � log(jC|Cj) as a proxy
of the volume of an ellipsoid E (c; C), and the following
regularization term is added to penalize conservative outputs.

LREG(�) = �
1

N

NX

i=1

log
� ���C�(x(i); ŷ(i))|C�(x

(i); ŷ(i))
���
�
:

(6)
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(a) (b)

Fig. 2: The quadcopter and the landing pad.

In practice, we solve the following optimization problem
with stochastic gradient descent.

�̂ = arg min
�
LERM (�) + �LREG(�); (7)

where � is a hyper-parameter balancing the error and con-
servativeness of the inverse perception contract.

C. Probabilistic correctness of the inverse perception con-
tract

With standard techniques from statistical learning theory,
we can derive the following theorem which gives an upper
bound on the error of the learned inverse perception contract.

Theorem 1. For any � > 0, and a random training set S with
N i.i.d. samples, with probability at least 1�2 exp(�2N�2),
the following inequality holds,

E
X�D

�
IR�0

�
g�̂(X)� 1

��

�
1

N

NX

i=1

~‘(g�̂(Xi)� 1) +
12

�
Lg

r
p

N
+ �; (8)

where p is the number of scalar parameters of the neural
network, and ~‘(�) = minf1; ‘(�)g is the truncated hinge loss,
and Lg is the Lipschitz constant of g� w.r.t. �.

Remark. Theorem 1 shows that by controlling � and N ,
the actual error EX�D

�
IR�0

�
g�̂(X)� 1

��
can be made

arbitrarily close to the empirical loss 1
N
PN
i=1

~‘(g�̂(Xi)�1),
with arbitrarily high probability. Furthermore, the empirical
loss can be made very small in practice due to the high
capacity of the neural network. Of course, there is no free
lunch in general. In order to drive the empirical loss to 0,
we might have to increase the number of parameters, which
in turn increases the term 12

� Lg
p p

N .

IV. APPLICATION STUDY: SAFE QUADCOPTER LANDING

In this section, we evaluate the approach proposed in
the last section in a real-world application, namely, safe
quadcopter landing.

A. The safe landing problem

a) The quadcopter: In this section, we consider the
problem of designing an algorithm for safely landing the
quadcopter as shown in Figure 2a. The quadcopter is built
based on a DJI R
 F450 frame. The size of the quadcopter
is 36cm � 36cm � 10cm measured without propellers.

A Raspberry Pi 3 R
 computer and a Navio2 R
 board2 are
mounted on the quadcopter. The Navio2 R
 board provides
essential sensors for quadcopter control such as inertial
measurement units (IMU) and a barometric pressure sensor.
A camera is connected to the Raspberry Pi computer. The
camera can produce 320�240 images at a rate of 60 frames
per second. The state of the quadcopter is

x := [px; py; pz; vx; vy; vz; �x; �y; �z; !x; !y; !z]; (9)

where px, py , and pz are the 3D position of the quadcopter
and similarly, v, � and ! are velocity, attitude and angular
velocity respectively.

b) The workspace: The quadcopter is operating in a
6m � 6m � 3m workspace. Furthermore, a motion capture
system (Vicon R
) is used for low-latency and high-accuracy
localization of the quadcopter. The state x estimated by the
Vicon R
 system is viewed as the ground-truth state of the
quadcopter. As shown in Figure 2b, a landing pad is placed
on the ground of the workspace. The goal of the quadcopter
is to land on the landing pad. Although the quadcopter has
access to its state x estimated by the Vicon R
 system, the
position of the landing pad is unknown to the quadcopter.
We denote the ground-truth position of the landing pad by
y 2 R3.

c) Coordinate frames: There are several coordinate
frames that will be used in the experiments. They are the
world frame W , the quadcopter frame Q, and the camera
frame C. For the same quantity, we use subscripts to dis-
criminate among its values under different coordinate frames.
For example, yW is the coordinate of the landing pad in the
world frame, while yC is that in the camera frame. When the
subscript is omitted, it denotes the value in the world frame.

d) The vision-based perception module: In order to
land on the landing pad, the quadcopter uses the camera to
estimate the position yW . To this end, we attach an ArUco
marker [18] to the landing pad. An ArUco marker is basically
a QR-code-like image, which enables robust and fast pose
estimation from images. By calling functions implemented
in the OpenCV library [19], we can estimate the position of
the landing pad in the camera frame, and such an estimate is
denoted by ŷC . Then, we transform ŷC into the world frame
ŷW using the extrinsic parameter between the camera and
the quadcopter, and the quadcopter’s pose xW in the world
frame. However, ŷC and xW are measured by two different
sensors (camera and Vicon) without synchronization, and
this asynchronization contributes as the main source of the
perception error.

e) The task specification: The goal of the quadcopter
is to navigate to a box around the ground-truth position y
of the landing pad and then turn off the motors. The box
is defined as fyg �G where G is a 0:1m� 0:1m� 0:05m
box defined as G := [�0:05; 0:05]�[�0:05; 0:05]�[0; 0:05],
and � is the Minkowski addition. The quadcopter is said to
violate the safety requirement if it stops the motors outside
fyg �G.

2https://navio2.hipi.io/
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B. Learning an inverse perception contract

Next, we apply the proposed approach to learn an ab-
straction of the perception module. The most straightforward
idea is to directly apply the proposed approach to learn
an IPC as a function of x and ŷ in the world frame.
However, by doing this, we bind the learned IPC to a specific
transformation between the quadcopter and the camera. Such
an IPC will not be usable after the transformation between
the quadcopter and camera is changed, for example, when
the camera direction is switched from forward to downward.
To tackle this issue, we instead learn an IPC in the camera
frame, i.e., xC , yC , and ŷC will be used in learning. As the
first step, we construct a data set.

a) Construction of the data set: During the process of
collecting data, we fix the position of the landing pad and
measure its ground-truth position y beforehand. Then, we
program the quadcopter to follow some predefined paths and
record the state x and the perceived value ŷ on the fly. The
pre-defined paths are designed such that by following it the
quadcopter explores diverse positions with diverse velocities
in the workspace. Please see the supplementary video for
more details on collecting data. We then transform all the
quantities into the camera frame and obtained the data set
f(x(i)

C ; y
(i)
C ; ŷ

(i)
C )gNi=1 with N = 5000.

b) Machine learning setup: We model the IPC using a
three-layer neural network of which the hidden layers contain
64 and 128 neurons. The input of the neural network is
the concatenation of the state xC and the perceived value
ŷC . The output size of the neural network is 12. The first
three elements of the neural network’s output are used as the
center of the ellipsoid and the remaining nine elements are
reshaped into a 3� 3 matrix that describes the shape of the
ellipsoid. We train the neural network for 20 epochs using
the Adam [20] optimizer. The learning rate is set to 0:001.

c) Test of the learned inverse perception contract:
After training, we evaluate the learned IPC using real data
and estimate its error. To do that, we manually control the
quadcopter to fly in the workspace until the quadcopter
finishes � 300 measurements of the landing pad. For each
measurement, we check whether y 2 A(x; ŷ) and compute
an empirical error rate. As mentioned before, the perception
error mainly comes from the asynchronization between the
camera and Vicon. By tuning the camera buffer size in the
OpenCV library, we can change the extent to which the
camera image lags from the Vicon measurements. For each
buffer size configuration, we conducted the same test and
reported the error of the learned IPC in Table I. The training
data was collected at buffer size = 1. As can be seen from
Table I, the error of the learned IPC is as low as 0:19% at
buffer size = 1. On the other hand, the learned IPC adheres to
the buffer size configuration under which it was trained. As
buffer size increases, the error of the learned IPC drastically
increases, which suggests that the output of the IPC is not
conservative. Moreover, it takes only � 3 milliseconds on the
Raspberry Pi computer to compute A(x; ŷ) for each query x
and ŷ, which enables it to be used in online control pipelines.

TABLE I: Error rate of the learned inverse perception con-
tract under different camera buffer size configurations.

Buffer size 1 2 3 4 5
Error 0:19% 0:93% 2:05% 4:07% 11:05%

Measuring

New Waypoint

Landing

Done

Low uncertainty

High 
uncertainty

Turn off 
motors

Reached new 
waypoint

Init

Fig. 3: The state machine of the safe landing algorithm.

C. Utilizing the learned inverse perception contract

In order to demonstrate the IPC’s capability of being used
by downstream modules, we design a simple algorithm that
utilizes the output of the IPC to solve the safe landing
problem. The proposed algorithm is a state machine as shown
in Figure 3. An overview of the state machine is as follows.
In the beginning, the quadcopter estimates the position of the
landing pad using its perception module. Then, it runs the
IPC to compute the ellipsoid that contains the ground-truth
position. If the size of the ellipsoid is above a threshold,
the quadcopter navigates to a new waypoint determined by
the ellipsoid and returns to the initial state to do another
measurement. The quadcopter keeps doing this until the
size of the ellipsoid is below the threshold. In that case,
the quadcopter will navigate to the center of the ellipsoid
and then turn off the motor. We illustrated the algorithm
in Figure 4. Next, we elaborate on each state in the state
machine.

a) Measuring: In this state, the quadcopter obtains
an image from the camera and feeds it to the perception
module. The perception module estimates the position of the
landing pad as ŷ. Then, the quadcopter calls the IPC with its
current state x and the perceived value ŷ. The IPC outputs
an ellipsoid A(x; ŷ). Intuitively, the size of the ellipsoid
reflects the uncertainty in the measurement. If the ellipsoid
is small, then the quadcopter can trust the measurements.
Otherwise, it has to take another measurement. This is
formalized as follows. Let pxmin, pxmax, pymin, pymax,
pzmin, and pzmax be the minimum or maximum along each
dimension of the ellipsoid A(x; ŷ). If pxmax�pxmin � 0:1,
pymax � pymin � 0:1, and pzmax � pzmin � 0:05, i.e.,
the ellipsoid can be completely contained in the box G,
then quadcopter trusts the measurement and switches to the
Landing state. Otherwise, it enters the New Waypoint
state and navigates to somewhere else in order to take another
measurement.
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(a) (b) (c)

Fig. 4: Illustration of the safe landing algorithm. The green ellipsoids are the output of the IPC. (a) The uncertainty of the
measurement is above the threshold. In this case, the quadcopter will follow the green line and navigate to a new waypoint
(blue). (b) The uncertainty of the measurement is below the threshold. In this case, the quadcopter first moves horizontally
and then descends to complete the landing. (c) The quadcopter safely lands on the landing pad.

b) New Waypoint: The quadcopter enters this state
because the size of the ellipsoid A(x; ŷ) is beyond the thresh-
old. In this state, the quadcopter will navigate to another
waypoint to take a new measurement. The new waypoint
is selected as follows. Since the ground-truth position of
the landing pad can be at any point in the ellipsoid, to
avoid hitting the landing pad, the quadcopter sets the next
waypoint as the intersection point between the surface of the
ellipsoid and the line segment connecting its current position
[px; py; pz] and the center of A(x; ŷ).

c) Landing: In this state, the quad-
copter will navigate to the point Pturno� :=h
pxmin+pxmax

2 ;
pymin+pymax

2 ; pzmax

i
and shut off the

motors. Recall that the quadcopter enters this state because
the ellipsoid A(x; ŷ) can be completely contained in G.
Therefore, we immediately have the following proposition.

Proposition 1. If the ground truth y is in the ellipsoid
A(x; ŷ), then Pturno� 2 fyg �G.

Combining Theorem 1 and Proposition 1, it follows that
with a high probability, the quadcopter will shutoff its motors
only inside the target region defined by fyg �G.

In order to evaluate the above algorithm, we put the
landing pad at 10 randomly selected locations and ran the
above algorithm to land the quadcopter. Furthermore, in
order to show the difficulty of the landing problem and
emphasize the advantage of the IPC, we also compare it
with a simple baseline approach, where we adopt exactly the
same state machine as in Figure 3 but replace the learned IPC
with a trivial one, namely, A(x; ŷ) = E (ŷ; 10000I3), i.e., it
always outputs a very small ellipsoid around ŷ. The results
show that, with the learned IPC, the quadcopter safely landed
on the landing pad in all of the 10 runs, while the baseline
approach using the trivial IPC failed in 9 of them. In Figure 5,
we visualized the 10 runs. For each run, we translated the
ground-truth position of the landing pad to the origin. In
order to make a clear visualization without occlusion, we
also rotated the data of some runs. As can be seen from
the figure, due to the existence of the perception error, the
baseline approach using the trivial IPC landed the quadcopter
at locations far off the origin, while with the learned IPC, the

Fig. 5: 2D visualization of 10 runs. Each run is visualized
in a unique color. The crosses mark the positions where the
baseline approach turns off the motors. The stars mark the
locations where the approach using the learned IPC turns off
the motors. Circles correspond to the measurements made
by the proposed approach. The center of the circle is the
location where measurement is made, and size of the circle
corresponds to the size of the ellipsoid computed by IPC.

control algorithm refused to trust the first measurement and
conduct another more accurate measurement, which leads the
quadcopter to the precise location of the landing pad. Videos
are provided in the supplementary materials.

V. CONCLUSION

We demonstrated that learned inverse perception contracts
can be easily used to achieve reliable and safe control.
However, limitations and research opportunities still remain.
In this paper, the control algorithm is straightforward and
mainly used to demonstrate the perception contract. It does
not have any convergence guarantee, i.e., new measurements
are not necessarily more accurate. In future work, we will
explore more sophisticated algorithms to jointly synthesize
the perception contract and downstream controller.
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