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1 Problem

As deep neural networks (DNN) becomes a promising solution to many complex real-world problems, com-
promise in DNN’s robustness and correctness has attracted many attentions from verification engineers. Such
concerns become mroe impressing when deep neural networks are used in safety critical systems, such as
flight controllers [1]. Recently, a research group at Stanford University proposed a new algorithm called Re-
luplex that verifies mid-sized real-world neural networks with 8 layers and 300 Rectified Linear Unit (ReLU)
nodes. The result was published in [2].

Although the Reluplex is a successful application of verification techniques on complex neural networks,
it remains in some key aspects space for improvement. One important improvement is to consider not only
ReLU activation functions but also other commonly-used activation functions, such as the sigmoid function.
There are some prior work on verifying neural networks with sigmoid activation functions in [3], but the
technique has had a hard time in scaling up to larger networks. Another possible future work is to combine
the discretization technique proposed in [4] with the Reluplex algorithm, in which infinite state space of the
networks are divided into finite regions and analysis propagates layer by layer.

2 Objectives

The proposed project aims at implementing the main framework of the abstract Reluplex algorithm plus
some important and useful heuristics that help the algorithm finds a solution more quickly. Apart from
trying to reproduce the result, the proposed project also aim at experimenting some new ideas (explained in
details below) in order to extend the algorithm and make it work not only on ReLU activation function but
also other commonly-used non-convex activation functions, such as the sigmoid function. More specifically,
this project aims at the next subgoals. The ones that are not considered in the original paper of the Reluplex
algorithm are marked with “x”.

Abstract Reluplex Algorithm (4 weeks)

This is the main framework of the Reluplex algorithm, which consists of derivation rules for the simplex
method together with five additional derivation rules for the abstract Reluplex algorithm. Apart from
implementing some heuristics that turned out to be useful as shown in [2], the general framework might
provide an interactive mode in which the users can interactively tell the algorithm how to apply the derivation
rules.

Tighter Bound Derivation (1 week)
Bound tightening constrains naturally occur as the Reluplex algorithm progresses, and when they are
applied, the possibility of eliminating ReLLUs constrains increases. Therefore it leads a boost of performance.



Floating Point Arithmetic (1 week)

Applying floating point arithmetic instead of precise arithmetic risks roundoff errors and as a result, risks
soundness of the algorithm. While in practice, there are standard techniques which try to keep roundoff
errors small.

Sigmoid Function* (2—3 weeks)

It is temping to apply the general framework of Reluplex algorithm on neural networks whose activation
functions are not ReLU but the sigmoid function. Sigmoid function is a non-linear function that enjoys
many good mathematical properties. It is a smooth function and a strictly increasing one. SMT solvers for
the real domain (such as dReal [5]) will be plugged in the general framework and be tested against some
practical neural networks.

Discretization Technique* (3—4 weeks) There have been active research on trying to interpret or
extract knowledge from a learned neural network. The main idea behind such research is that a deep neural
network behaves more than just a black-box. Instead, different layers of the network represents different
levels of abstraction and encodes difference decision processes. The discretization technique follows this idea
and analyzes the network layer by layer and propagates the analysis result all the way through the network.
In contrary, the Reluplex algorithm analyzes the entire network altogether. A temping idea is to try “binary
searching” + “discretization” + “Reluplex”, which divides the network into two (or more) segments, and
verifies each segment using the Reluplex algorithm, and then combine all (partial) verification results to get
the final result.

3 Conclusion

The proposed project aims at reproducing the Reluplex algorithm and experimenting some novel ideas so
boost its performance on more complex neural networks.
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